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Large-scale machine learning

Why does deep learning work?
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Reducing the supervision burden
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this is what unsupervised /
learning is supposed to do
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But then where does the knowledge come from?

“Classic” unsupervised learning:  pg(X)

(this is what, for example, large language models do)

Aside: perhaps this is why “prompting” large language models is such an art!



Stepping back a bit... (s towe et )

Daniel Wolpert

(knows quite a lot
about brains)

Why do we need machine learning anyway?

A postulate:

“We have a brain for one reason and one reason
only - that's to produce adaptable and complex
movements. Movement is the only way we have
affecting the world around us... | believe that to

| Decision: how do | move my joints? Qderstand movement is to understand the whole
brain.” /

' Decision: how do | steer the car?

We need machine learning for one reason and one reason
only — that’s to produce adaptable and complex decisions.

What is the decision? The image label?

What happens with that label afterwards?

s it used to tag a user’s photo? +——____ these are decisions

Detect an endangered animal in a camera trap? «—  they lead to consequences 4



Reinforcement learning as a way to use
“cheap” (previously collected) data

this tells us what the task is

(e.g., reward function) \
\ \ 3 \ \

55 384 384 256

256 Maxv
Max Max pooling
pooling pooling

this tells us how the world /

works (i.e., “dynamics”)

limited amount
.7-{ of supervision

large, cheap dataset
of previously
collected data
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So what’s the problem?

Reinforcement learning is two different things:

1. Framework for learning-based decision making

[object label]

almost all real-world learning
problems look like this

2. Active, online learning algorithms for control

’_I Agent |

reward
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action
A

almost all real-world learning problems
make it very difficult to do this

p

¥ = o

this is done

many times




Making RL look more like data-driven learning

on-policy RL offline reinforcement learning

rollout data | (s;.a;.8, 1))

\_ rollout(s) /II W | \_ deployment p.

data collected ONCE == == == == = I
with any policy training phase




Offline RL fundamentals

Offline RL pretraining in robotics

Offline RL for large language models

Offline RL for human influence
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Offline RL fundamentals



What do we expect offline RL methods to do?

Bad intuition: it’s like imitation learning

Though it can be shown to be provably better than imitation learning
even with optimal data, under some structural assumptions!

See: Kumar, Hong, Singh, Levine. Should | Run Offline Reinforcement Learning
or Behavioral Cloning?

Better intuition: get order from chaos

A Tr c A c “Macro-scale” stitching

B B

But this is just the clearest example!

“Micro-scale” stitching: -O/\/\@Q
\/\_/
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What is hard about offline RL?

Fundamental problem: counterfactual queries

Training data What the policy wants to do
Is this good? Bad?
.:' .:' How .do we kn_oyv if
o o we didn’t see it in
the data?

Online RL algorithms don’t have to handle this, because they can
simply try this action and see what happens

Offline RL methods must somehow account for these unseen
(“out-of-distribution”) actions, ideally in a safe way

...While still making use of generalization to come up with behaviors
that are better than the best thing seen in the data!

Levine, Kumar, Tucker, Fu. Offline Reinforcement Learning: Tutorial, Review, and Perspectives on Open Problems. ‘20



Off-policy RL: a quick primer

RL objective: max E Es, a,~x|T(st,a¢)]
T
t=1

T
action: a Q-function: Q™ (ss,a;) = Z Es,, a, ~=|T(Str,ap)|st, ay
a~ m(als) t'=t

m(als) =1 if a=argmax Q" (s, a)

Q*(s,a) = r(s,a) + nax Q*(s',a’)

state: s enforce this equation at all states!
reward: r(s,a) L BVANEY:
minimize ) . (Q(s;, a;) — [r(s;, a;) + maxs’ Q(s;, a;)])




Where do we suffer from distribution shift?

/ /
Q(s,a) + r(s,a) + Farur. . [Q(s,a
‘ Y
y(s,a)

expect good accuracy when mg(als) = mpew(als)

eVeN WoTse: Myew = arg MaXy Far(als)[@(S, )]

; ' Adversarial Noise ‘ '
L i

“panda”

“gibbon”

what is the objective?
mén E(S,a)N'ﬂ'5 (s,a) [(Q(Sa a) - y(s, a))Q}

/ target value
behavior policy

how often does that happen?

s HalfCheetah-v2: AverageReturn ) HalfCheetah-v2: log(Q)
30
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Kumar, Fu, Tucker, Levine. Stabilizing Off-Policy Q-Learning via Bootstrapping Error Reduction. NeurIPS ‘19



Conservative Q-learning

HalfCheetah-v2: AverageReturn HalfCheetah-v2: log(Q)
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it does (Q-values)

Q” — arg mén mfbxx ozESND,aNM(aM (Q(s,a)] } term to push down big Q-values

regular objective { +E(s as')~D [(Q(S, a) — (r(s,a) + E,[Q(s, a’)]))2

can show that Q™ < QT for large enough «

true Q-function :
4

Kumar, Zhou, Tucker, Levine. Conservative Q-Learning for Offline Reinforcement Learning. ‘20



Applicat
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Kumar, Agrawal, Tucker, Levine. Offline Q-Learning on Diverse Multi-Task Data Both Scales and Generalizes. ‘22



Offline RL & conservative Q-learning:
applications and extensions

Robotics: offline training from diverse data

Dialogue systems: finetuning LLMs with offline RL ... ===

Atari games: state-of-the-art results learning
policies to play many Atari games

Mobile notifications: optimizing Volume . Cick
notification policies at LinkedIn

-1.73%  +2.26%
Prabhakar et al. Multi-objective Optimization of Notifications Using Offline Reinforcement Learning.

Digital management systems (DMS): . coment -
optimizing agreement conversion conversion +50%

Soares et al. PulseRL: Enabling Offline Reinforcement Learning for Digital Marketing Systems via Conservative Q-Learning.

(relative to
imitation)
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Offline RL pretraining in robotics
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Offline data for robotic manipulation

» 12,000+ demonstrations

» 10 environments

» 70 tasks

» Designed to be reusable by
other researchers in new
domains and for new tasks

big dataset
1 © from past
interaction

.ck,,~
* >
P A

Bl s il
“\\’4 \‘(;H ~

Frederik Ebert, Yanlai Yang, Karl Schmeckpeper, Bernadette Bucher, Georgios Georgakis, Kostas Daniilidis, Chelsea Finn, Sergey Levine. 18
Bridge Data: Boosting Generalization of Robotic Skills with Cross-Domain Datasets. RSS 2022.



Pretraining on bridge data with offline RL (PTR)

Offline RL Pretraining on Bridge Dataset Offline RL Fine-tuning on Target Data + Bridge Data

put corn in bow! (ENEEINTITNED

Target dataset

batch-mixing bridge and target data

7]
T s

Put Eggplant on Plate (ZHEEEEEED

1. Pre-train on bridge data 2. Fine-Tune on Mix of Bridge Data and Target Data

19
Aviral Kumar, Frederik Ebert, Yanlai Yang, Anikait Singh, Chelsea Finn, Sergey Levine. Pre-Training for Robots: Offline RL on Diverse Data Supports Flexible and Efficient Fine-Tuning. 2022.



PTR (Pre-Training for Robots) Results

; " ) - M 5 M“' I S ’i
S CIERY U a @ L G ST learning entirely new skills after pretraining on
. B . the bridge dataset

the data was not collected
specifically for offline RL!

\ = — Scaling Trend for PTR
"/ | - 1 | o = Open Door Pick-Place (Average)
~ ' P g 0525
: f' » ' g 0.35
{ g 0.175 |
7 D \ Srr?all Conv  IMPALA ResNet 18 ResNet 34 ResMet50
P Metworks
I | BC finetuning | Joint training | Target data only | Pre-train. rep. + BC finetune

Task | PTR (Ours) || BC (fine.) | Autoreg. BC BeT | COG BC | CQL BC | R3M MAE

Take croissant from metal bowl 7/10 3/10 5/10 1/10 | 4/10  4/10 | 0/10 1/10 1/10 3/10

Put sweet potato on plate 7/20 1/20 1/20 0/20 | 0/20  0/20 | 0/20 0/20 0/20 1/20

Place knife in pot 4/10 2/10 2/10 0/10 | 1/10  3/10 | 3/10 0/10 0/10 0/10

Put cucumber in pot 5/10 0/10 1/10 0/10 | 2/10 1/10 | 0/10 0/10 0/10 0/10

20

Aviral Kumar, Frederik Ebert, Yanlai Yang, Anikait Singh, Chelsea Finn, Sergey Levine. Pre-Training for Robots: Offline RL Enables Learning New Tasks from a Handful of Trials. 2022.



Pretraining for navigation

the question the setup

Embodiment Context

Shared Abstraction

Can we create a dataset and model that can CNN Encoder E

. . . (MobileNetv2) o -~
generalize in zero shot to control entirely new - £
robots?

CNN Encoder
(MobileNetv2)

RC-Car TurtleBot Jackal
(Kahn et al. 2018) (Hirose et al. 2019) (Shah et al. 2021, 2022)

ATV
(Shaban et al. 2021) (Triest et al. 2022)

p
(Karnan et al. 2022)

Shah*, Sridhar*, Bhorkar, Hirose, Levine. GNM: A General Navigation Model to Drive Any Robot. 2022.



Now make it go fast!

. . B 4 min
Stage 1: Offline Learning Stage 2: Online Learning 9 min
r . — B 12 min
] I:l Actor x Collision
Pn'nr Dataset I Critic E!ltﬁdgr o
wrrozen D Critie
IQL Tra Ining RLPD Training

— -
-

FastRLAP: A System for Learning High-Speed Driving
via Deep RL and Autonomous Practicing

2 B ¥

LapTime (s}
&

&

o

wn

8
=
i
-]

Wiall Clack Tirme (mirn)

22

Stachowicz, Bhorkar, Shah, Kostrikov, Levine. FastRLAP: A System for Learning High-Speed Driving via Deep RL and Autonomous Practicing. 2023.



What have we done, and what remains open?

» Large quantities of robot data can give us
initializations for downstream skills

» Offline RL serves as a powerful framework
for both pretraining and finetuning

IH

» Pretraining with offline RL (vs. “traditiona
representation learning) really helps

i':'ﬁ-'~a-'51-"rf'};- | > The skills are still simple
1
s . BN [ — g Y
=1 | : T » The data is still narrow
@ @
t a : leam 1 t a | > A lot more to be done in the future!
\_ rollout(s) J I /ﬂ- JI \_ deployment y,

data collected oNCE == == == = = |
with any policy training phase

23
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Offline RL for large language models

24



Learning to interact with humans

03:44 Old I dont run graphical ubuntu,
I run ubuntu server.
03:45 kuja Taru: Haha sucker.
03:45 Taru Kuja: 7 .
035 o e something
0345 | [12:21] dell well, can | move the drives?
[12:21] cucho dell: ah not like that
0345 | [12:21] RC dell: vou can’t move the drives
WW' Sender [ Recipient | Utterance |
W [12:21] Old I dont run graphical ubuntu,
: [12:21] I run ubuntu server.
I - bur[n]er 0ld you can use "ps ax” and
29
gENLEEN e
[ |;:;7| kuja Taru Haha sucker.
I T Taru Kuja 7
03:46 kuja Taru Anyways, you made the
changes right?
377 ges g
[12:22] Taru Kuja Yes.
kuja Taru Then from the terminal type:
sudo apt-get update an foat N I -
Taru Kuja Tdid. t 1t 1
. LLM
Lowe et al., “The Ubuntu Dialogue Corpus.” 2015. B S
t
= How & o -

» Just copying humans doesn’t lead to great performance!
» But the data tells us a lot about how humans will respond
» How can we leverage these patterns to do better than humans?



Learning to interact with humans via RL

03:44 Old I dont run graphical ubuntu,
I run ubuntu server.
03:45 kuja Taru: Haha sucker.
03:45 Taru Kuja: 7
a 1 [ 1. PRI - "
03:45 [ Time [ User | Utierance
0345 | [12:21] dell well, can | move the drives?
[12:21] cucho dell: ah not like that
T 03.45 | [12:21] dell: vou can’t move the drives
0345 1221 [ Sender Recipient | Utterance
0345 12211 0ld I dont run graphical ubuntu,
[12:21] I'run uburllu"scrverl..
o 1 I:—”El 1 bur|n|er Old };L]l]:;:zg;lu}::] ps ax” and
ll' :55;: kuja Tarlu Hdh.i sucker.
Taru Kuja !
03:46 kuja Taru Anyways, you made the
changes right?
[12:22] Taru Kuja Yes.
kuja Taru Then from the terminal type:
sudo apt-get update
Taru Kuja I did.

Problem:

» Why would humans be
better at expressing
preference than at doing
the task?

AT A NERAR RN} lb

RLHF

| I
LLM
B T The goal in dialogue is not to
say a particular thing but to
sample achieve a particular outcome
+1.3 “you can use ‘px aux’”
reward .
model A: “you can use ‘px aux’”
A

prefer A B: “Haha sucker”

26




The sequential structure of dialogue

@ L]
@ o 3
= o
rgj} IIIII <C( 1 ‘
= Q-BOT A-BOT L
‘ Two zebra are walking around their pen at the zoo l@@l B ——— 01

~O° ==y _
i

ny people in the shot? — al

4;]1 | Al:No, there aren't any l@@l<—02

1 ng each other? — a2

A10: They aren't [@@] — 03

Das et al. Learning Cooperative Visual Dialog Agents with
Deep Reinforcement Learning. 2017.

LMs model this

action: what the bot says
observation: what the human says
S3 = {01731,02,32,03}

reward: dialogue outcome

state: the history

p(Sii1|se,a;) “transition probability”

basically the I Extremely complex (essentially a person’s brain)

same thing
p(Wt—I—l |W1;t) But wait...
/ LMs should be really good with this POMDP!

RLHF sequential decision making
learn from human learn from
This is not RLHF preferences dialogue outcome

episode = single utterance

episode = whole dialogue 27



Understanding cause and effect

What would a reward model °
pick if entire dialogue is query? ' My GPU is not working

What would a reward model \

pick if single utterance is query?

Run nvidia-smi

What about “full” (sequential)

'

? .
RL: Reinstall NVIDIA driver No GPU are showing up...
TEE©
70% 30% Reboot and try again...

[ ]
' | bricked my machine :-( ' It worked!!

' Finally, that fixed it!!

100%



Learning to interact with humans via offline RL

03:44 Old I dont run graphical ubuntu,
I run ubuntu server.
03:45 kuja Taru: Haha sucker.
03:45 Taru Kuja: 7 .
03_45 1 . Y] = P S ] I‘I'\MI'\+L\IV\"
7| Time | User | Utlerance CAARRA R NIRRT oY
03-45 | [12:21] dell well, can | move the drives? .
[12:21] | cucho | dell: ah not like that offline RL
0345 | [12:21] RC dell: vou can’t move the drives
0345 W| Sender [ Recipient | Utterance |
0345 [12:21] Old I dont run graphical ubuntu,
X [12:21] I run ubuntu server.
—o5ag | 112211 bur[n|er Old ELJJL;ICIEI;[L;;P; ps ax” and L ,
12:21 .
ﬁ kuja Taru Haha sucker. et S CO m pa re *
I T Taru Kuja 7
03:46 kuja Taru Anyways, you made the
changes right?
[12:22] [ Tam Kuja Yes.
kuja Taru Then from the terminal type:
sudo apt-get update
Taru Kuja I did. Va I u e

F—3

Q1: Any people in the shot? ]

pretend \

LM: p(Wordt—l—l ‘Wordlzt)

function: p(success|wordy, 1, word;.;)

Q(s,a) < r(s) + ymaxQ(s',a’)

= 1l1laX
playing

s we’re here

2

[ Al:No, there aren't any/@
—

—

-

—

[ i ]

Q10: Are they facing each other? ]

—
Q(Staat)

: t

- :

A10: They aren't.

)

s St 1 4 }
t t t t 1 t
L No H fs Haren't H - H Are H i Hfacng

29



Implicit language Q-learning (ILQL)

Basic idea: combination of IQL (implicit Q-learning) and CQL (conservative Q-learning) for training LLMs

(e
Q, fits to mean of r, +9V -
(Qalhe.ae) — vl ag) — vVl )P

V, fits to upper expectile of Q,:

L3(Qglhy, a)

— Vi(he))

r|:H|u a

#{Ml

Questioner: how many peoplefeverything starts with pretrained models)

Answerer: 2
Questioner: what gender are people?
Answerer: 1is male and 1 is female
Questioner: what are they wearing?

Homa's
Habe i N e
KA- Whit Fm | doing | sl T |
Q g q Q, g o
LR ) W, VW, W,

Target Values

4

Lopy

x, Transformer

I 1 f

wa= Hi 1 war How asm  yow 7 e Im wel

1. Fetch LM logprobs

mnP,

+

with value fhm o

2. Perturb logprgbs

.} I'm
L]

f

L Transformer Value Function

f f

”...wmup‘? <l

4

Target Net J
f
== H (] ;
x, Transformer
f
'\w How ey T <
Training | | Deployment |

Charlie Snell, llya Kostrikov, Yi Su, Mengjiao Yang, Sergey Levine. Offline RL for Natural Language Generation with Implicit Language Q Learning. 2022.

J

3. sample from
perturbed distribution

30



Evaluation on visual dialogue

Standard Reward Function:

Image Caption: A man, with other people in the background, is sitting at a
picnic table with a cell phone in front of him while he uses & fork and knife
to cut & dessert on a plate.

Questioner: is man young?

Questioner: is he wearing glasses?

Answerer: no

Questioner: is there food on table?

Answerer: yes

Questioner: is there food on table?

Answerer: yes

Yes/No Penalty:

Conservative Yes/No Penalty:

Image Caption: A person flying a kite over a sand dune. Image Caption: Tour buses are lined up on the street waiting for people.
Questioner: what color is kite?
Answerer: it's black and white
Questioner: is person male or female?

Answerer: can't tell

Questioner: what is person wearing?

Answerer: i can't tell

Questioner: what color is sand?

Answerer: dark brown

Questioner: is person flying kite flying in air?

Answerer: yes

Questioner: what color is kite?

Answerer: black

Questioner: how many buses?
Answerer: 2

Questioner: what color are buses?
Answerer: white and red

Questioner: how many people?
Answerer: 2

Questioner: what gender are people?
Answerer: 1is male and 1 is female
Questioner: what are they wearing?
Answerer: 1is wearing shorts and other is wearing shorts and shirt
Questioner: what color is their hair?
Answerer: dark brown

method

standard

y/n

conservative y/n

ILQL
SARSA
%BC
BC

-5.22 £ 0.13
-5.14 = 0.13
-5.07 £ 0.13
-5.25 £ 0.13

-5.69£0.13

-6.19+0.15

-7.48 £0.21
-10.85 + 0.27

-6.57 £ 0.18
-1.77 £ 0.20
-9.13 = 0.22
-15.16 & 0.35

31

Charlie Snell, llya Kostrikov, Yi Su, Mengjiao Yang, Sergey Levine. Offline RL for Natural Language Generation with Implicit Language Q Learning. 2022.



Evaluation on comment toxicity

highly stochastic reward

/

Context: previous comment on reddit

method toxicity upvotes real | upvotes model
Goal: generate a new comment that... ILQL 0.04+0.0 9.83+0.04 10.0£0.0
SARSA 0.0+£0.0 6.2340.15 10.0+0.0
avoids “toxic” behavior 9%BC -0.74+0.07 | 7.06+0.14 7.86+0.13
BC -3.51£0.13 | 4.87+£0.16 4.8740.16

is likely to receive upvotes

ILQL per-token advantages for toxic comments generated by filtered finetuning model

advantage: 0.1 0.1 0.9 05 0.1 02 00 0.9 03 -1.1

token: censor  youl horrible  site

32
Charlie Snell, llya Kostrikov, Yi Su, Mengjiao Yang, Sergey Levine. Offline RL for Natural Language Generation with Implicit Language Q Learning. 2022.



What have we done, and what remains open?

data collectad once
with any policy

" rollout(s) /- | ?T

training phase

N

deployment /J

» Offline RL can learn from humans interacting with
other humans

» This can be used to train large language models to
achieve goals

» Evaluations are still at a small scale — the big benefit
of large language models and other models that
leverage human-human data is that they can pick
up on subtle patterns in behavior

> Remains to be seen in future work how far LLM

training with offline RL can go!

33



human
interaction
dataset

{L offline RL
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Offline RL for human influence

34



Influencing humans to be better cooks

we’ll control this
one at evaluation

fime Q > Humans accidentally |
@ . influence each other during

Pots

Tomatoes

normal play

Dishes

» They sometimes make one
type of soup, sometimes the

Onions E

N e
Delivery . .
The catch: tomato soup is worth » By analyzing lots of games,
"lﬁnﬁ-ﬁ : more than onion soup offline RL can figure out what
P|:up Maove three Wait for soup p:“-_.and causes a player to do one
ingredients to pot fo cook eliver sou H 1
’ ' el » Humans don’t know this thing vs. another

» But the reward function tells
our algorithm this

Can offline RL influence humans
to get them to play better?

Joey Hong, Anca Dragan, Sergey Levine. Learning to Influence Human Behavior with Offline Reinforcement Learning. 2023.
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Influencing humans to be better cooks

Scenario 1: direct physical influence Scenario 2: make sure they get the hint

Naive baseline
(imitation learning)

Offline RL
(same data)

Joey Hong, Anca Dragan, Sergey Levine. Learning to Influence Human Behavior with Offline Reinforcement Learning. 2023.



Human influence and its implications

data collectad once
with any policy

" rollout(s) /- | ?T

training phase

N

deployment /J

Offline RL can pick up on how humans accidentally
influence each other, and figure out how bots can
intentionally influence humans

We showed that this works even when the dataset
doesn’t contain overt and intentional influence

We showed that bots can influence humans to
perform new tasks that differ (a little) from the data

Larger datasets will let us discern more subtle and
interesting patterns

Obviously this is ripe for abuse, and we should think
about how to develop reward functions that
promote honesty and other desirable traits
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Offline RL fundamentals

Offline RL pretraining in robotics

Offline RL for large language models

Offline RL for human influence
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nypothetical

We need machine learning for one reason and one reason
only — that’s to produce adaptable and complex decisions.

—_b

line RL pipeline?

offline
reinforcement

learning learning the downstream task

different choices here:

- human-defined skills

- goal-conditioned RL

- self-supervised skill discovery
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RAIL website: http:// rail.eecs.berkeley.ed
Robotic AI & Learning Lab source code: http:/ /rail.eecs.berkeley.edu/code.html



http://rail.eecs.berkeley.edu/
http://rail.eecs.berkeley.edu/code.html
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